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1 What are Mixed Strategies

In the previous sections we have looked at games where players face uncertainty,
and concluded that they choose strategies to maximize their expected payoff.
We now extend our notion of strategy to what is called a mixed strategy, by
allowing players to incorporate probability into their strategies. The strategies
that we have been referring to thus far will now be called pure strategies, and
a mixed strategy will refer to a set of pure strategies for a player, coupled with
a probability distribution which tells the player which of the pure strategies to
play with which probability.

definition 6. Let si, i ∈ 1, 2, . . . , n, be the pure strategies available to a player in
a game. A mixed strategy, denoted σ, for this player is a probability distribution
over s1, s2, . . . , sn; i.e. σ = p1s

1, p2s
2, . . . pns

n where each p1, p2, . . . , pn are all
nonnegative and

∑n
i=1 pi = 1, and each pi is the probabilities with which the

player will play the corresponding pure strategy si. Note that pure strategies can
be represented as mixed strategies. Consider the case where all but one of the
pi’s are zero, in a mixed strategy σ, then the one pi which is not zero must be
one, and so a single pure strategy is played with certainty. In this case the mixed
strategy is equivalent to the pure strategy.

Also a finicky note on notation: Previously si has denoted a strategy of player
i, where i indexes the players. In this definition si denotes the ith strategy
available to a player, where i indexes the strategies. It should be clear from
context what i is indexing, but to keep things clear try to index strategies with
a super script and players with a sub script.

Now that we know what a mixed strategy is, we would like to know how
to compute the payoffs when mixed strategies are involved. This is a simple
application of the expected utility principle. Describing precisely how to do this
would be tedious and uninstructive, so instead here is an example. Consider a
two player simultaneous game where player one has pure strategies s1, . . . , sn

and player two has pure strategies t1, . . . , tm. We have payoff functions π1(si, tj)
for player one and π2(si, tj) for player two, i ∈ [1, 2, . . . , n] and j ∈ [1, 2, . . . ,m].
Now suppose that player one is playing mixed strategy σ = p1s

1, p2s
2, . . . , pns

n

and that player two is playing mixed strategy τ = q1t
1, q2t

2, . . . , qmt
m. We

calculate π1(σ, τ) as follows. We first apply the expected utility principle and
decompose π1(σ, τ) in terms of σ yielding π1(σ, τ) =

∑n
i=1 piπ1(si, τ). We then

apply the expected utility principle again and decompose each on of the π1(si, τ)
in terms of τ . This yields π1(si, τ) =

∑m
j=1 piπ1(si, tj). Putting it all together
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we get π1(σ, τ) =
∑n

i=1

∑m
j=1 piqjπ1(si, tj). We do the same expansion for

player two and get π2(σ, τ) =
∑n

i=1

∑m
j=1 piqjπ2(si, tj). Notice that the order

in which we decompose does not matter, so we could have decomposed π1(σ, τ)
in terms of τ first and then in terms of σ and arrived at the same answer.

The definition of a Nash equilibrium is still the same as before only now we
allow the set of all possible strategies of a player to include mixed strategies.
One of the reasons we are interested i n mixed strategies is that there is a
powerful theorem about mixed strategies and Nash equilibria. The theorem can
be stated as follows.

Theorem 1. If each player in an N -player game has a finite number of pure
strategies, then the game has a, not necessarily unique, Nash equilibrium, pro-
vided mixed strategies are allowed.

Note that this does not say there will always be a mixed strategy Nash
equilibrium, it is quite possible that there will only be pure strategy equilibria.

We do not give a proof of this theorem here, as it is beyond the scope of this
course, but if you were interested you could look up John Nashs 1950 Equilib-
rium Points in N -person Games in the Proceedings of the National Academy of
Science. Before when we encountered games with no Nash equilibrium it was
difficult to predict which strategies the players would choose, with the introduc-
tion of mixed strategies we are now able to make probabilistic predictions about
the actions of rational players in a game. Mixed strategies will also become an
important tool for thinking about games played within an evolving population,
but we will leave this for later sections.

Here is a simple example to where you can try out your ideas of what a
mixed strategy is.

At a market, two farmers (1 and 2) have a choice between selling vegetables,
V, or meat, M,. If they choose to sell different things then they each are able
to make an equal amount of profit. If they both sell the same thing they are
unable to make a profit. The payoff matrix is simple. Note that each player has
only two pure strategies (M or V).

M V
M 0,0 1,1
V 1,1 0,0

There are two obvious Nash equilibria in this game, (M,V ) and (V,M)
however, unless the farmers have a means of coordinating their actions (e.g.
phoning each other before going over to the market, deciding what to do at
a previous market), there is no reason why these Nash equilibria should be
attained. Attempting to maximize his expected payoff, farmer 1 might use the
following reasoning: I will bring vegetables half of the time and meat half of
the time. This way, I should be able to sell things half of the time. This plan
of action is precisely a mixed strategy because each pure strategy with a given
probability. Lets see if farmer 1s reasoning is rational, that is does it correspond
to a Nash equilibrium.

Let σ be the mixed strategy of farmer 1, and τ the mixed strategy of farmer
2. Let p be the probability with which farmer 1 sells meat and let q be the
probability with which farmer 2 sells meat. Clearly then the probabilities of
selling vegetables are (1 − p) and (1 − q) for farmer one and two respectively.
Then we can write: σ = pM, (1− p)V and τ = qM, (1− q)V . Now let’s look at
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the payoff functions

π1(σ, τ) = pq·π1(M,M)+p(1−q)·π1(M,V )+(1−p)q·π1(V,M)+(1−p)(1−q)·π1(V, V )
(1)

Plugging in the values from the payoff matrix we get:

π1(σ, τ) = pq · 0 + p(1− q) · 1 + (1− p)q · 1 + (1− p)(1− q) · 0 (2)
= p(1− q) + (1− p)q (3)
= p(1− 2q) + q (4)
= π1(p, q) (5)

To find the best response of farmer 1 to q we would usually take the partial
derivative of π1(p, q) with respect to p and set it equal to zero and then solve
for p, but π1(p, q) is linear in p and so upon inspection of 4 we see that if q < 1

2
then p should be as big as possible and if q > 1

2 then p should be as small as
possible, and if q = 1

2 then it doesn’t matter what p is, so:

B1(q) =

 1 q < 1
2

0 q > 1
2

anything q = 1
2

 (6)

Note that we used the expected utility principle twice to simplify the ex-
pression, expanding first the mixed-strategy of farmer 1 then that of farmer 2.
This game is completely symmetric because you cannot make any distinction
between the players: they play at the same time, have the same strategy sets
and the same payoff functions.

So we know that player two’s best response function looks like

B2(p) =

 1 p < 1
2

0 p > 1
2

anything p = 1
2

 (7)

Looking at these best response functions we see that they intersect at exactly
three point (0, 1), (1, 0) and ( 1

2 ,
1
2 ). The first two Nash equilibria correspond

to the pure strategy equilibria we were able to identify earlier. The third equi-
librium point refers to the when both farmers bring Meat or Vegetables with
equal probability. The expected value when both play this mixed strategy Nash
equilibrium is

π1(p, q) = p(1− 2q) + q (8)

=
1
2

(1− 2
1
2

) +
1
2

(9)

=
1
2

(10)

So the expected payoff when playing the mixed strategy Nash equilibrium is
half that of playing at the pure strategy equilibrium, but as we mentioned before
since the farmers have no way of coordinating the mixed strategy Nash equilibria
is their best option. You may have noticed that the way we found the Nash
equilibria in the above game was identical to how we found pure strategy Nash
equilibria in symmetric games with continuous strategies. That is because in
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the above example allowing the farmers to play mixed strategies made the game
equivalent to one where each player chose a number between zero and one, p and
q respectively, and then received a payoff of π1(p, q) = p(1−2q)+q and π2(p, q) =
q(1− 2p) + p respectively. This is precisely the sort of symmetric game that we
saw in the previous section on continuous strategies. You can imagine that while
this continuous strategies technique for finding mixed strategy Nash equilibria
works well for simple games, a similar game where players had even slightly
larger pure strategy sets would quickly become a computational nightmare.
Fortunately there is a useful theorem which will help us find mixed strategy
Nash equilibria, in games where previous techniques would have failed.

2 Finding Mixed Strategy Nash Equilibria

We now present the this useful theorem called the “Fundamental Theorem of
Mixed Strategy Nash Equilibria.”

Theorem 2. Let σ = (σ1, σ2, . . . , σn) be a mixed strategy profile for an n-player
game. For any player i = 1, 2, . . . , n let σ−i represent the mixed strategies used
by all the players other than player i, let Si be the finite set of pure strategies
available to player i, and let πi(s, σ−i) s ∈ Si be the payoff to player i when
playing s against σ−i. Note that i is indexing players here and not strategies,
hence it is a subscript.

Then σ is a Nash equilibrium ⇐⇒ the following two conditions hold:

1. If s, s′ ∈ Si are two strategies that occur with positive proability in σi, then
πi(s, σ−i) = πi(s′, σ−i)

2. If s, s′ ∈ Si where s occurs with positive probability in σi and s′ occurs
with zero probability in σi, then πi(s, σ−i) > πi(s′, σ−i)

Why this theorem is true, and how it will be useful may not be immediately
clear. We will give an intuitive argument for why the theorem is true, and then
we will look at some examples of how the theorem is used.

In words the theorem is saying that at a Nash equilibrium, σ, in mixed
strategies, each player i receives the same expected payoff for playing each of the
pure strategies that occur with positive probability within his equilibrium mixed
strategy σi when playing against σ−i, the Nash equilibrium mixed strategies of
all the other players. To see why this must be, suppose that the payoffs for
some of the strategies in σi were different. Then one of the strategies is worse
and one is better in terms of expected payoff, so player i would choose to play
the strategy with lower payoff with probability zero, since player i wants to
maximize her expected utility. This implies that σ was not a Nash equilibrium
mixed strategy, since player i had incentive to change their strategy.

The theorem also says that at a Nash equilibrium, σ, in mixed strategies,
all the pure strategies played with positive probability in σi, the mixed strategy
of player i, give a higher expected payoff to player i than those pure strategies
which are played with probability zero. To see why this must be so suppose that
one of the pure strategies played with probability zero actually gives player i a
higher expected payoff than one of the strategies played with positive probabil-
ity. If this were the case player i would play this better pure strategy preferably
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over any of the strategies which occur with positive proability in σi. This im-
plies σ is not a Nash equilibrium since player i had incentive to change their
strategy.

These two arguments show that, σ is a Nash equilibrium implies conditions
1 and 2, because we showed that if 1 and 2 did not hold than σ was not a Nash
equilibrium. An argument for the other direction of implication is as follows.

Suppose that if s, s′ ∈ Si are two strategies that occur with positive proa-
bility in σi, then πi(s, σ−i) = πi(s′, σ−i), and that if s, s′ ∈ Si where s occurs
with positive probability in σi and s′ occurs with zero probability in σi, then
πi(s, σ−i) > πi(s′, σ−i). Then clearly player i has no incentive to change his
strategy, since increasing the probability of playing a pure strategy that is cur-
rently being played with probability zero will decrease his expected payoff, and
rearranging the probability with which the pure strategies which are played with
positive probability are played will have no effect on the expected payoff. Since
player i has no incentive to change his strategy we can say that in this case σi

is a best response to σ−i Since this is true for every player, we have that σ is a
Nash equilibrium since each player is playing a best response. So we have that
conditions 1 and 2 imply that σ is a Nash equilibrium.

Now that you know why the theorem is true, we show how it can be used.
First we will apply the theorem to solving the simple farmer problem of previous
section. Then we will use the insights gained from that to write up a recipe and
finally we will apply that recipe to a significantly more difficult problem.

Recall the farmer problem where two farmers had to decide whether to sell
Meat or Vegetables at a market. The payoff matrix looked like:

M V
M 0,0 1,1
V 1,1 0,0

We start by supposing that there is a mixed strategy Nash equilibrium
(σ∗, τ∗). Where σ∗ = p∗M, (1 − p∗)V and τ∗ = q∗M, (1 − q∗)V are the mixed
strategies of farmer one and two respectively. Applying the theorem the first
condition of the theorem we have that if (σ∗, τ∗) is indeed a Nash equilibrium
then the following must hold:

π1(M, τ∗) = π1(V, τ∗) (11)
π2(σ∗,M) = π2σ

∗, V ) (12)

Working with equation 11, we use the expected utility principle to expand both
sides of the equation and we get:

π1(M, τ∗) = q∗π1(M,M) + (1− q∗)π1(M,V ) = 0q∗ + 1(1− q∗) = 1− q∗ =
(13)

π1(V, τ∗) = q∗π1(V,M) + (1− q∗)π1(V, V ) = 1q∗ + 0(1− q∗) = q∗) (14)

So for (σ∗, τ∗) to be a Nash equilibrium q∗ = 1− q∗ must be satisfied, which
it is when q∗ = 1

2 . We can expand equation 12 and using an identical procedure
deduce that for (σ∗, τ∗) to be a Nash equilibrium then p∗ = 1

2 . So we can
conclude that the mixed strategy Nash equilibrium for this simple farmer game
is (σ∗, τ∗) where σ∗ = τ∗ = 1

2M, 1
2V , which agrees with our earlier analysis of

the game.
A generalization of what we just did is given in the following recipe.
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2.1 Recipe:How to Find Mixed Strategy Nash Equilibria

Consider an n-player, simultaneous game, where the players are indexed by
i ∈ [1, 2, . . . , n]. Let player i’s strategy set be denoted by Si = [s1i , s

2
i , . . . , s

m(i)
i ]

where m(i) is the number of pure strategies in player i’s strategy set. Let
σi = p1

i s
1
i , p

2
i s

2
i , . . . , p

m(i)
i s

m(i)
i denote a mixed strategy of player i. We first

assume that there is a mixed strategy Nash equilibrium denoted (σ∗1 , σ
∗
2 , . . . , σ

∗
n).

If this assumption is false then we will either find a contradiction or a mixed
strategy Nash equilibrium that is equivalent to a pure strategy Nash equilibrium.
Applying condition 1 of the theorem a whole lot of times we generate lots of
equations, each of the form: πi(si, σ−i) = πi(s′i, σ−i) where si, s

′
i ∈ Si. We will

then use the expected utility principle to expand these equations until they are
expressed in terms of the payoff functions of pure strategies. We will then solve
this system of equation for the pj

i ’s and this will give us the Nash equilibrium
strategies of the players.
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